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While it is agreed that semantic enrichment of resources would lead to better search results,
at present the low coverage of resources on the web with semantic information presents a
major hurdle in realizing the vision of search on the Semantic Web. To address this problem,
we investigate how to improve retrieval performance in settings where resources are sparsely
annotated with semantic information. Techniques from soft computing are employed to find
relevant material which was not originally annotated with the concepts used in a query. We
present an associative retrieval model for the Semantic Web and evaluate if and to which extent
the use of associative retrieval techniques increases retrieval performance.
The evaluation of new retrieval paradigms - such as retrieval based on technology for the Se-
mantic Web - presents an additional challenge since no off-the-shelf test corpora exist. Hence
we give a detailed description of the approach taken to evaluate the information retrieval service
we have built.

Introduction

It is largely agreed that the semantic enrichment of re-
sources provides for more information that can be used for
search (see e.g. (Heflin & Hendler, 2000) or (Spärck Jones,
2004)). In turn, this can lead to greatly improved effective-
ness of retrieval systems, not only for resources on the web
but also for personal desktops. However, critics (McCool,
2005) as well as advocates (Sabou, d’Aquin, & Motta, 2006)
of the Semantic Web agree that only a small fraction of re-
sources on the current web are enriched with semantic in-
formation. The sparse annotation of resources with seman-
tic information presents a major obstacle in realizing search
applications for the Semantic Web, which operate on seman-
tically enriched resources. To overcome this problem, we
propose the use of techniques from soft computing in order
to find relevant resources, even if no semantic information is
provided for those resources.

The main idea of our approach is to perform associative
search using spreading activation in a two layer network
structure (graphically illustrated in Figure 1) which consists
of (1) a layer of concepts, used to semantically annotate a
pool of resources, and (2) a layer of resources (documents).
The combination of spreading activation in both layers, tra-
ditionally performed either to find similar concepts or to find
similar text, allows a search to be extended to a wider net-
work of concepts and resources, which can lead to the re-
trieval of relevant resources with no annotation.

In this paper we describe our approach towards informa-
tion retrieval in the Semantic Web and present a retrieval ser-
vice. The rest of this paper is organized as follows: in Section
Terminology and Related Work we introduce the main con-

cepts of Associative Information Retrieval, Associative Net-
works and Spreading Activation that underlie our approach
to retrieval and examine related work. In Section An Asso-
ciative Information Retrieval Model for the Semantic Web we
describe the retrieval model, which was developed based on
techniques from soft computing. In Section Application of
the Retrieval Model within APOSDLE we present the setting
in which a retrieval service based on our retrieval model was
realized. In Section Parametrization of the Retrieval Model
we describe which measures where used to parameterize the
retrieval model. In Section Evaluation we focus on the eval-
uation of the retrieval service. We end the paper with Con-
clusions and Future Work.

Terminology and Related Work

The work presented in this paper provides a retrieval
model for the Semantic Web and an implementation of an
associative retrieval service based on this model. In this sec-
tion we briefly introduce the important terms underlying our
work: Associative Information Retrieval, Associative Net-
works and Spreading Activation. Furthermore we briefly dis-
cuss other approaches to information retrieval in the Seman-
tic Web and systems. In particular we review the efforts that
have used the same or similar soft computing techniques.

Terminology

Associative (Information) Retrieval: Crestani (1997) un-
derstands associative retrieval as a form of information re-
trieval which tries to find relevant information by retrieving
information that is by some means associated with informa-
tion that is already known to be relevant. Information items
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which are associated can be documents, parts of documents,
extracted terms, concepts, and so on. The idea of associative
retrieval dates back to the 1960s, when researches (Salton,
1963), (Salton, 1968) in the field of information retrieval
tried to increase retrieval performance using associations be-
tween documents or index terms, which were determined in
advance.

Associative Networks: Association of information is fre-
quently modeled as a graph, which is referred to as an as-
sociative network (Crestani, 1997). In the context of infor-
mation retrieval these network structures are also referred to
as neural networks (Wilkinson & Hingston, 1991) or con-
nectionist approaches (Belew, 1989). Nodes in the network
represent information items such as documents, terms or
concepts. Edges represent associations between information
items and can be weighted and / or labeled, expressing the de-
gree and type of association between two information items,
respectively.

Spreading Activation: A natural processing paradigm for
network structures such as Associative Networks is Spread-
ing Activation. The spreading activation model originates
from cognitive psychology (cf. (Anderson, 1983)) where it
serves as a mechanism for explaining how knowledge is rep-
resented and processed in the human brain. The human mind
is modeled as a network of nodes, which represent concepts
and are connected by edges. Starting from a set of initially
activated nodes, the activation spreads over the network.

Semantic Annotations: Semantic annotation is informa-
tion about entities (or, more generally, semantic features)
which appear in a text. Formally, semantic annotations rep-
resent a specific sort of metadata, which provides references
to entities in the form of URIs or other types of unique iden-
tifiers. As Handschuh (2007) notes, different approaches to
semantic annotation exist in literature. The authors refer to
Bechhofer and Goble (2001) who differentiate between the
following ways of semantic annotation:

• Decoration: Annotation of resources with a comment
of the user.
• Linking: Annotation of resources with addition links.
• Instance identification: Annotation of resources with a

concept. The annotated resource is an instance of the
concept.
• Instance reference: Annotation of resources with a con-

cept. The annotated resource references an individual in
the world which is an instance of the concept.
• Aboutness: Annotation of resources with a concept. The

annotated resource is about the concept.
• Pertinence: Annotation of resources with a concept.

The annotated resource provides further information
about the concept.

Related Work

A growing amount of proposed models and implemented
systems for information retrieval in the Semantic Web make
use of semantic annotations. The work of Heflin and Hendler
(2000), Shah, Finin, and Joshi (2002) or Guha, McCool,
and Miller (2003) can be viewed as pioneering work in this
domain. Kiryakov, Popov, Terziev, Manov, and Ognyanoff
(2004) and Castells, Fernndez, and Vallet (2007) present
logical consequences of this early work with fine tuned,
evolved systems. Applications of semantic annotations in
information retrieval in the Semantic Web lead from in-
dexing them together with textual data (Shah et al., 2002),
(Chirita, Costache, Nejdl, & Paiu, 2006) over extensions of
the vector space model (Kiryakov et al., 2004; Castells et
al., 2007) to modeling documents as parts of probabilistic
knowledge bases (Zhang, Yu, Zhou, Lin, & Yang, 2005) and
ranking search results in semantic portals (Stojanovic, Maed-
che, Staab, Studer, & Sure, 2001; Stojanovic, Studer, & Sto-
janovic, 2003). Despite the quite extensive and sophisticated
usage of semantic annotations, none of these aforementioned
approaches employ measures of semantic association. The
reader interested in a detailed overview can refer to (Esmaili
& Abolhassani, 2006) and (Scheir, Pammer, & Lindstaedt,
2007).

Network models and spreading activation have found their
way over applications in both neural and semantic networks
to information retrieval as described in a detailed survey con-
tained in (Crestani, 1997). The recent work of Mandl (2001)
starts from the good results of spreading activation based text
retrieval systems PIRCS (Kwok & Grunfeld, 1996) and Mer-
cure (Boughanem, Dkaki, Mothe, & Soule-Dupuy, 1999)
at the TREC1 to conclude that Spreading Activation based
retrieval models are comparable to other information re-
trieval approaches in their performance for the retrieval of
text documents. Besides systems that use spreading activa-
tion for finding similarities between text documents or search
terms and text documents (c.f. (Belew, 1989) (Wilkinson &
Hingston, 1991) or (Mothe, 1994) (Crestani & Lee, 2000)),
approaches exist, which employ spreading activation for
finding similar concepts in knowledge representations (c.f.
(Cohen & Kjeldsen, 1987) (Alani, Dasmahapatra, O’Hara,
& Shadbolt, 2003) (Rocha, Schwabe, & Aragão, 2004)). Fi-
nally, Huang, Chen, and Zeng (2004) address the scarcity
problem in recommender systems using a network-based as-
sociative retrieval approach. The novelty of our approach lies
in combining spreading activation search in both layers using
one and the same model (see Figure 1): the document layer,
containing a document collection, and the concept layer, con-
taining a knowledge representation of a domain. In addi-
tion, spreading activation is used for all three types of search:
search for documents based on a set of concepts, associative
search for concepts, and associative search for documents.

A recent stream of work makes use of ontology-based
measures of association and evaluate them using spreading
activation. Among them Ontocopi (Alani et al., 2003) iden-
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Figure 1. The associative network model consisting of an interconnected term and document layer. Nodes are connected by directed,
weighted edges. Edges between concept nodes represent semantic similarity, edges between document nodes represent content-based
similarity, and an edge between a concept node and a document node represent the annotation of a document with a concept. Weights are
calculated according equations 3, 4 and 5.

tifies communities of practice in an ontology using spread-
ing activation based clustering. Rocha et al. (2004) present a
hybrid approach for searching the (semantic) web that com-
bines keyword based search and spreading activation search
in an ontology for search on websites. Finally Berger, Dit-
tenbach, and Merkl (2004) present a tourist information sys-
tem whose underlying knowledge base is searched using
spreading activation. The main difference between these ap-
proaches and our work is that they do not integrate text-based
measures of association into their systems but only refer to
measures of association within a structured representation of
knowledge.

An Associative Information
Retrieval Model for the Semantic

Web
The model presented here relies upon the existence of two

information sources and their interconnection: Firstly, a do-
main ontology which defines the vocabulary (concepts) used
to annotate resources. Secondly, the resources themselves in
the form of textual documents. On top of these two infor-
mation sources we build an associative network consisting
of two interconnected layers (see Figure 1). One layer C of
nodes that represent concepts (c.f. equation 1)) and one layer
D of nodes that represent documents (c.f. equation 2).

C = {c1, ..., cN} (1)
D = {d1, ..., dM} (2)

With:
• C ... layer of nodes representing concepts

• D ... layer of nodes representing documents
• c1, ..., cN ... concept node 1 to N
• d1, ..., dM ... document node 1 to M
• N equals the number of concepts in the system
• M equals the number of documents in the system
• ∀ci ∈ C : C(ci) ∈ K
• ∀d j ∈ D : D(d j) ∈ S
• C(ci) ... concept that is represented by concept node ci
• D(d j) ... document that is represented by document

node di
• K ... set of concepts in the ontology
• S ... set of documents in the system

Nodes in the concept layer correspond to concepts in the
domain ontology. Nodes in the document layer correspond
to documents. Concept nodes are associated by means of
semantic similarity (cf. subsection Modeling Semantic Simi-
larity of Concepts), while document nodes are associated by
means of textual similarity (cf. subsection Modeling Text-
based Similarity of Documents). The link between the two
layers of the network is provided by annotations: a concept
node is associated with a document node if the concept is
used to annotate that document (cf. subsection Modeling Se-
mantic Annotation of Documents).

Finally, the network is searched using a spreading ac-
tivation algorithm which combines spreading of activation
within the concept layer, spreading of activation from the
concept to the document layer, and spreading of activation
within the document layer (cf. subsection Searching the Net-
work). Together this set of soft computing techniques consti-
tutes a model for information retrieval on the Semantic Web.



4 PETER SCHEIR

Modeling Semantic Annotation of Documents

The link between the two layers of the network is pro-
vided by annotations of resources with ontological concepts
(semantic annotation).

Semantic annotations in the present model and implemen-
tation are based on a specific way of annotations among the
ones described in Bechhofer and Goble (2001) and presented
in section Terminology and Related Work: Aboutness. This
is, we annotate whole documents with a set of concepts the
content of the document is about. This is partly due to the
usage of annotations in the system that we use for experi-
mentation. There, annotations are used to express exactly
the aboutness of resources. The annotations are formally de-
scribed with the property deals with and stored inside the
knowledge base of the system.

In approaches based on Instance identification or Instance
reference as (Castells et al., 2007) or (Kiryakov et al., 2004)
annotation is treated on a more fine-grained level: Single
words in documents are annotated with concepts stemming
from the ontology.

We follow our approach for three reasons: (1) Although
the complete semantics of words contained in a document
are not recognized using this approach, the additional infor-
mation added to the document still supports the retrieval of
material (Spärck Jones, 2004), and requires only a limited
amount of human involvement. (2) To make the Semantic
Web a reality we need to focus on bringing little semantics
(Hendler, 2007) into the current web and taking small steps.
We follow this pragmatic approach and apply it in the con-
text of our work. (3) The aboutness based approach allows
treating resources of different types equally. Documents con-
taining text as well as video or audio can deal with a certain
topic. The instance based approaches used for textual docu-
ments can not be applied easily to other types of material.

In our (and other) approach(es) to semantic annotation a
document is either annotated with certain concepts or it is
not. From a retrieval point of view this means that a doc-
ument is either retrieved, if it is annotated with a concept
present in the query, or it is not retrieved, if none of the con-
cepts in the query are assigned to the document. Ranking the
retrieved document set is impossible.

To allow for ranking the result set and increasing the per-
formance of our service we weight the annotations between
documents and concepts. The weight of the annotation be-
tween a concept node and a document node is represented
by an edge weight (cf. equation 3). The greater the impor-
tance of a document for a concept the higher the weight of
the annotation. The model presented here is not restricted
to a particular measure for weighting annotations. The only
requirement for a similarity measure is that the weight val-
ues returned are in the range [0..1]. In the following section
Parametrization of the Retrieval Model we present the mea-
sure used for the evaluation of our service.

wci,d j = weight(ci, d j) (3)

With:

• wci,d j ... weight of edge between node representing con-
cept ci and node representing document d j
• weight(ci, d j) ... weight of annotation of document d j

with concept ci. (cf. section Parametrization of the Re-
trieval Model for actually used measure)
• 0 ≤ weight(ci, d j) ≤ 1

Edges that represent semantic annotations are directed
from concept nodes to document nodes. The reason for this
is that in the presented model search for a set of documents is
initiated from a set of concepts: activation spreads from con-
cept nodes to document nodes. The direction of activation
spread is indicated by the direction of the edge.

Modeling Semantic Similarity of Concepts
Concept nodes are associated in the concept layer by

means of semantic similarity. The strength of the associa-
tion between two concept nodes is represented by an edge
weight (cf. equation 4). The more similar two concepts are,
the higher the edge weight. For calculating the similarity
of two ontological concepts a semantic similarity measure is
used. The model presented here is not restricted to a particu-
lar measure for semantic similarity. The only requirement for
a similarity measure is that the similarity values returned are
in the range [0..1]. In the following section Parametrization
of the Retrieval Model we present the three measures used
for the evaluation of our service.

wci,c j = semsim(ci, c j) (4)

With:

• wci,c j ... weight of edge between node representing con-
cept ci and node representing concept c j
• semsim(ci, c j) ... semantic similarly between concept ci

and concept c j (cf. section Parametrization of the Re-
trieval Model for actually used measures)
• 0 ≤ semsim(ci, c j) ≤ 1

In the case that an asymmetric similarity measure is used
the semantic similarity between concept c1 and concept c2
can be different from the semantic similarity between con-
cept c2 and concept c1. To support this situation in the model
presented the similarity between two concepts is modeled by
two directed edges.

Modeling Text-based Similarity of Documents
Document nodes are associated in the document layer by

means of textual similarity. The strength of the associa-
tion between two document nodes is represented by an edge
weight (cf. equation 5). The more similar two documents
are, the higher the edge weight. For calculating the similar-
ity of two documents a text-based similarity measure is used.
The model presented here is not restricted to a particular
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measure for content-based similarity. The only requirement
for a similarity measure is that the similarity values returned
are in the range [0..1]. In the following section Parametriza-
tion of the Retrieval Model we present the measure used for
the evaluation of our service.

wdi,d j = contsim(di, d j) (5)

With:

• wdi,d j ... weight of edge between node representing doc-
ument di and node representing document d j
• contsim(di, d j) ... textual similarly between document

di and document d j (cf. section Parametrization of the
Retrieval Model for actually used measure)
• 0 ≤ contsim(di, d j) ≤ 1

As with semantic similarity, textual similarity between
two documents is modeled using two directed edges. Again
two directed edges are used to provide support for asymmet-
ric similarity measures.

Searching the Network
The network structure underlying the service is searched

by spreading activation. Starting from a set of initially acti-
vated nodes in the network, activation spreads over the net-
work and activates nodes associated with the initial set of
nodes. The initial activation happens by an external stimulus
(represented by q1, q2, q3 in Figure 1). The stimulus activates
the nodes in the network which correspond to the concepts in
the query. These nodes are assigned a fixed amount of acti-
vation. This initial amount of activation of the concept nodes
is 1.0 divided by the number of concepts in the query. The
amount of activation of further concept nodes is then calcu-
lated by the equation 6. Nodes representing concepts which
are not part of the query are assigned an activation value of 0.
Therefore for an empty query all nodes in the concept layer
are assigned an activation value of 0.

∀ci ∈ C : A(ci) =


1.0
|A|

if C(ci) ∈ A

0 if C(ci) < A
(6)

With:
• ci ... concept node ci
• C ... layer of nodes representing concepts
• A(ci) ... activation of concept node ci
• A ... set of concepts in the query
• |A| ... number of concepts in the query
• C(ci) ... concept represented by concept node ci

Equation 7 is used to calculate the spread of activation in
our network. The activation of a node n j is the sum of the
activation of the nodes ni that it is connected to. If a node
does not receive activation from any other node its activa-
tion is = 0. The present approach to spreading activation is
based on activation conservation, i.e. every node can only
emit as much activation as it receives. To realize activation
conservation the sum of the edge weights of all edges over
which a node emits activation has to be = 1. In our case this

is realized by dividing the weight of an edge through which
a node ni emits activation by the sum of all edge weights
through which the node ni emits activation. Thus, in total the
outgoing activation of every node is multiplied by 1 and the
node emits exactly as much activation as it holds. The use
of activation conservation is an important factor in our ap-
proach. We have realized our algorithm in this way to avoid
an increase of activation in the network after several cycles
of activation spreading.

A(n j) =


t∑

i=1

A(ni) · wi, j∑s
k=1 wi,k

if t > 0

0 if t = 0
(7)

With:

• A(n j) ... activation of node n j
• A(ni) ... activation of node ni
• t ... number of nodes adjacent to node n j
• wi, j ... weight of edge between node ni and node n j
• s ... number of nodes adjacent to node ni
• wi,k ... weight of edge between node ni and node nk

A central characteristic of the presented network model is
its facility for associative search. In addition to search for
documents based on semantic annotations, optionally asso-
ciations between concepts and associations between docu-
ments can be taken into account. Thus four alternative ways
of search in the network are possible :

1. Search based on semantic annotations of documents.
2. Search based on semantic annotations of documents

and associations between concepts.
3. Search based on semantic annotations of documents

and associations between documents.
4. Search based on semantic annotations of documents,

associations between concepts and associations between
documents.

Search in our network is performed as follows:
1. Search starts with a set of concepts, representing the in-

formation need of the user. The concept nodes representing
these concepts are activated.

[2. Optionally, activation spreads from the set of initially
activated concepts over the edges created by semantic sim-
ilarity to other concept nodes in the network (c.f. equation
9).]

3. Activation spreads from the currently activated set of
concept nodes to the document nodes over the edges created
by semantic annotation to find documents that deal with the
concepts representing the information need (c.f. equation 8).

[4. Optionally, activation spreads from the documents
nodes currently activated to document nodes that are related
by means of textual similarity and are therefore associated
with the document nodes (c.f. equation 10).]

5. Those documents corresponding to the finally activated
set of document nodes are returned as search result to the
user.
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Process of search

Initial activation of concept nodes

Spreading activation to document nodes

Return activated nodes

Spreading activation to similar concept nodes

Spreading activation to similar document nodes

Search result

Search query

With textual similarity

Without textual similarity

With semantic similarity

Without semantic similarity

Figure 2. Process of search in the network model. Depending on the configuration of the network model search is performed with or
without semantic and/or textual similarity.

Figure 2 shows the process of a search in the network as
described above as an activity diagram.

Equation 7 describes the spread of activation for a given
moment in time only. It defines how the activation of a node
is calculated without taking into account the temporal dimen-
sion. In the following equation 8 the temporal aspects of
spreading activation are described.

The activation of a document node A(d j, τ + 1) in step
τ + 1 is calculated based on the activation A(ci, τ) of those
nodes the document node receives activation from in step τ
and the weight of the edges wci,d j to these nodes. Equation 8
expresses this relationship.

∀d j ∈ D : A(d j, τ+1) =


t∑

i=1

A(ci, τ) · wci,d j∑s
k=1 wci,dk

if t > 0

0 if t = 0
(8)

With:
• A(d j, τ) ... activation of the document node to docu-

ment j in step τ
• A(ci, τ) ... activation of the concept node to concept i

in step τ
• τ ... step of activation spreading
• t ... number of concept nodes from which node d j re-

ceives activation

• wci,d j ... weight of edge between concept node ci and a
document node d j
• wci,d j = weight(ci, d j) (c.f. equation 3)
• s ... number of document nodes to which node ci gives

activation2

• wci,dk ... weight of edge between a concept node ci and
a document node dk
• wci,dk = weight(ci, dk) (c.f. equation 3)
• D ... layer of nodes representing documents

As expressed in equation 8 the activation of a document
node d j is calculated based on the sum of activations of those
nodes from which the node receives activation. If a docu-
ment node does not receive activation from any other node
the activation of this document node equals zero.

The equations for calculating the spread of activation from
concept nodes to concept nodes (equation 9) and from doc-
ument nodes to document nodes (equation 10) are similar to
equation 8. As with the spread of activation from concept
nodes to document nodes in the spread of activation from
concept nodes to concepts nodes the activation A(c j, τ + 1)
of a node in step τ + 1 is based on the activation A(ci, τ) of
those nodes the node receives activation from in step τ and

2 s > 0 if t > 0 as ci and d j are connected. Therefore ci gives
activation to at least one node if d j receives activation from one
node
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the edge weights wci,c j (c.f. equation 9). The same holds for
the spread of activation from document nodes to documents
nodes with the parametersA(d j, τ+ 1), τ+ 1,A(di, τ), τ and
wdi,d j respectively (c.f. equation 10).

∀c j ∈ C : A(c j, τ+1) =


t∑

i=1

A(ci, τ) · wci,c j∑s
k=1 wci,ck

+A(c j, τ) if t > 0

A(c j, τ) if t = 0
(9)

With:
• A(c j, τ) ... activation of the concept node to concept j

in step τ
• A(ci, τ) ... activation of the concept node to concept i

in step τ
• τ ... step of activation spreading
• t ... number of concept nodes from which node c j re-

ceives activation
• wci,d j ... weight of edge between concept node ci and a

concept node c j
• wci,c j = semsim(ci, c j) (c.f. equation 4)
• s ... number of concept nodes to which node ci gives

activation3

• wci,ck ... weight of edge between a concept node ci and
a concept node ck
• wci,ck = semsim(ci, ck) (c.f. equation 4)
• C ... layer of nodes representing concepts

∀d j ∈ D :A(d j, τ+1) =


t∑

i=1

A(di, τ) · wdi,d j∑s
k=1 wdi,dk

+A(d j, τ) if t > 0

A(d j, τ) if t = 0
(10)

With:
• A(d j, τ) ... activation of the document node to docu-

ment j in step τ
• A(di, τ) ... activation of the document node to docu-

ment i in step τ
• τ ... step of activation spreading
• t ... number of document nodes from which node d j

receives activation
• wdi,d j ... weight of edge between document node di and

a document node d j
• wdi,d j = contsim(di, d j) (c.f. equation 5)
• s ... number of document nodes to which node ci gives

activation4

• wdi,dk ... weight of edge between a document node di
and a document node dk
• wdi,dk = contsim(di, dk) (c.f. equation 5)
• D ... layer of nodes representing documents

As a central difference to equation 8, in equation 9 and
equation 10 the activation A(c j, τ) and A(d j, τ) resp. of the
current node in step τ is taken into account. Using this way of
activation spreading the activation already present in a node
is not replaced by the sum of activation of the node’s neigh-
bors, but these two values are added. This results in the sit-
uation that additional nodes in the concept layer and in the

document layer are activated, while nodes already activated
remain their activation or obtain additional activation from
their neighbors.

Application of the Retrieval
Model within APOSDLE

We have applied the associative network model as pre-
sented above within the APOSDLE (Advanced Process-
Oriented Self-Directed Learning Environment) project5.
APOSDLE is an EU-funded integrated project (IST FP6)
within the Technology Enhanced Learning Unit. The goal
of the APOSDLE project is to enhance knowledge worker
productivity by supporting informal learning and collabora-
tive learning activities in the context of knowledge workers’
everyday work processes and within their computer based
work environments. Support should be provided by means
of a generic application that is not domain specific.

The foundation of the APOSDLE approach is to not rely
on specifically created (e)Learning content, but to reuse ex-
isting (organizational) content which was not necessarily cre-
ated with teaching in mind. We tap into all the resources of
an organizational memory which might encompass project
reports, studies, notes, intermediate results, plans, graphics,
etc. as well as dedicated learning resources (if available) such
as course descriptions, handouts and (e)Learning modules.
The challenge we are addressing is: How can we make this
confusing mix of information accessible to the knowledge
worker in a way that she can advance her competencies with
it?

In order to address this challenge APOSDLE needs a
powerful retrieval mechanism. A frequently travelled path
(specifically within eLearning systems) is the creation of
fine-grained semantic models which allow for the categoriza-
tion and retrieval of learning resources. But the creation of
such models, their maintenance, and the annotation of re-
sources with their concepts prove prohibitive within highly
dynamic environments. Thus, the APOSDLE approach is a
hybrid one: complementing coarse grained semantic mod-
els (maintained as much as possible automatically) with the
power of diverse soft computing methodologies, improved
over time through usage data and user feedback (collective
intelligence) (Lindstaedt, Ley, Scheir, & Ulbrich, 2008).

Within APOSDLE the semantic models play two roles: on
the one hand they serve as initial retrieval triggers and on the
other hand they provide the basis for simple inferences and
heuristics to interpret user interactions. A disadvantage of
this approach is that ’statements’ made by the system such as
’this resource helps you to understand the concept of use case
modeling’ or ’this person has expertise in use case writing’
rely on empirical observations with no claim to accuracy. We

3 s > 0 if t > 0 as ci and c j are connected. Therefore ci gives
activation to at least one node if c j receives activation from one
node

4 s > 0 if t > 0 as ci and d j are connected. Therefore di gives
activation to at least one node if d j receives activation from one
node

5 http://www.aposdle.org/ (29.04.2008)
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Figure 3. Instantiation of the network model for the domain of requirements engineering.

argue however, that users have become increasingly accus-
tomed to handling uncertainty through their usage of (inter-
net) search engines. Even more importantly, obsolete models
do not provide any added value to the user and might pro-
vide a false sense of security. The APOSDLE approach is to
apply a battery of soft computing technologies to bridge the
gap between coarse grained models and fine grained learning
needs. We employ this hybrid approach not only for the re-
trieval of resources but also for the identification of the user’s
current work context based on user interactions (Granitzer et
al., 2008), for the determination of her competences based on
task executions (Ley et al., 2008), and for the recommenda-
tion of people based on their competences and collaboration
habits (Ähnelt, Ebert, Beham, Lindstaedt, & Paschen, 2008).

Here we report on the application of the associative infor-
mation retrieval model within the first APOSDLE prototype.
The goal of this prototype is to support software engineers in
advancing their requirements engineering skills. We employ
the RESCUE (Jones & Maiden, 2005) requirements engi-
neering process developed by the City University London (a
partner within the APOSDLE project). Within the first pro-
totype APOSDLE uses a knowledge base in the form of the
RESCUE domain ontology and a document base which con-
tains textual resources about requirements engineering that
are partly annotated with concepts from the domain ontol-
ogy. Figure 3 shows the instantiation of the network model
for RESCUE.

The retrieval service implemented in the first APOSDLE
prototype relies on knowledge contained in an ontology and
the statistical information in a collection of documents. The
service is queried with a set of concepts from the ontology
and returns a set of documents. Documents in the system are
(partly) annotated with ontological concepts if a document
deals with a concept. For example, if the document is an

introduction to use case models it is annotated with the cor-
responding concept in the ontology. In APOSDLE, the an-
notation process is performed manually but is supported by
statistical techniques (e.g. identification of frequent words
in the document collection) (Pammer, Scheir, & Lindstaedt,
2007).

Concepts from the ontology are used as metadata for doc-
uments in the system. Opposed to classical metadata, the
ontology specifies relations between the concepts. For ex-
ample, class-subclass relationships are defined as well as ar-
bitrary semantic relations between concepts are modeled (e.
g. UseCase isComposedOf Action). The structure of the
ontology is used for calculating the similarity between two
concepts in the ontology according to the measure presented
in the subsection (Semantic Similarity Measures Used) be-
low. This similarity is then used to expand a query with sim-
ilar concepts before retrieving documents dealing with this
set of concepts. After thus retrieving documents based on
metadata, the result set is expanded by means of textual sim-
ilarity as introduced in the subsection (Text-based Similarity
Measure Used) below. The implementation of the associa-
tive network inside the APOSDLE system allowed us to de-
velop and test different combinations of query and result ex-
pansions that are based on the spreading activation algorithm
presented in the previous section.

Parametrization of the Retrieval
Model

In the following subsections we present the actual mea-
sures used for weighting the edges in the associative network
structure which represent annotations and semantic and text-
based similarity.
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Measures Used for Weighting the Annotations

We weight the annotations between documents and con-
cepts using a tf-idf-based weighting scheme. This is a stan-
dard instrument in information retrieval to improve retrieval
results (Robertson & Spärck Jones, 1994). The higher the
importance of a concept for a document the higher the weight
of the annotation. Our weighting approach is related to the
one presented by Castells et al. (2007), who are also weight-
ing semantic annotations using a tf-idf-based measure. The
calculation of the annotation weight is performed according
to equation 11

weight(c, d) =

t f (c, d) · id f (c) = t f (c, d) · log
D

a(c)
if a(c) > 0

0 if a(c) = 0
(11)

With:
• c ... a concept
• d ... a document
• t f (c, d) ... 1 if d is annotated with c, 0 otherwise
• id f (c) ... inverse document frequency of concept c
• D ... total number of documents in system
• a(c) ... number of documents annotated in system6

Semantic Similarity Measures Used

Within the work presented here, three different similarity
measures where used for calculating the semantic similarity
between concepts from an ontology. The determined simi-
larity was used for weighting the edges in the concept layer
of the Associative Network. All three measures where used
for evaluation of the service which is presented in the next
section.

The three similarity measures used are: a measure based
on the shortest path between two concepts in the same class
hierarchy, the measure of Resnik (1999) and a vector mea-
sure based on the properties which relate concepts in an on-
tology. All three measure share the fact, that for calculating
the semantic similarity between two concepts these two con-
cepts have to originate from the same ontology. In the case
of our service all concepts are modeled in an ontology about
Requirements Engineering.

If the similarity between two concepts from different on-
tologies should be calculated based on one of the three mea-
sures the approach described in (Ziegler, Kiefer, Sturm, Dit-
trich, & Bernstein, 2006) can be followed. There, an addi-
tional class called Super Thing is introduced as a direct su-
perclass of all owl:Thing classed. owl:Thing stands for the
superclass of all classes in every ontology formalized using
OWL. Thus the class hierarchies of separated ontologies are
connected. Alternatively, measures designed for determining
the similarity between concepts from different ontologies can
be applied. In this case measures for the alignment and map-
ping of ontologies (Euzenat & Shvaiko, 2007), which have
been designed for this task can be applied.

The shortest path measure.
One of the measures used for determining the similarity

between two concepts from one ontology is based on the
number of edges in the shortest path between two concepts
in the class hierarchy they share. This measure is a sym-
metric similarity measure. For calculating the measure the
SimPack-Framework (Bernstein, Kaufmann, Kiefer, & Brki,
2005) (Ziegler et al., 2006) was used.

The similarity between two concepts is calculated as
shown in equation 12. The similarity measure is based on
the shortest path (sp) between two concepts, being the num-
ber of edges in the hierarchy the two concepts are part of.
The determined path length is increased by 1 and inverted
afterward. The shortest path between a concept and itself is
of length 0. In this case the calculated semantic similarity
= 1.

sim(c1, c2) =
1

sp(c1, c2) + 1
(12)

With:

• c1 ... first concept
• c2 ... second concept
• sp ... number of edges in the shortest path between con-

cept c1 and concept c2

Based on the characteristics of an ontology, different mea-
sures for calculating the semantic similarity between two
concepts can be used. We applied the shortest path measure
as one feature of our ontology that is exploitable for the cal-
culation of semantic similarity is the hierarchy of concepts.

Resnik’s measure (Resnik, 1999).
An additional measure that was used for calculating the

similarity between two concepts from one ontology was the
variant proposed by Resnik (1999) of the measure originally
presented by Wu and Palmer (1994). Like the shortest path
measure it builds on the position of two concepts in the same
hierarchy. The measure is a symmetric similarity measure.
The implementation was conducted during the APOSDLE
project.

The method calculates the semantic similarity between
two concepts according to equation 13. This similarity mea-
sure builds on the number of nodes in the path from the root
node to the least common subsumer (lcs) of the two concepts,
which is the most specific concept they share as an ancestor.

This value is scaled by the sum of the path lengths from
the individual concepts to the root. When determining the
number of nodes in a path the start and the end node are
counted as well. If a path contains only one node its length
is = 1, resulting in depth(root node) = 1.

6 if no document in the system is annotated with concept c, also
document d is not annotated with concept c, this leads to the case
a(c) = 0



10 PETER SCHEIR

sim(c1, c2) =
2 · depth(lcs(c1, c2))

depth(c1) + depth(c2)
(13)

With:

• c1 ... first concept
• c2 ... second concept
• lcs ... least common subsumer of two concepts
• depth ... depth of concept in the class hierarchy (nodes

in path from root node to concept node, including start
and end node)

Depending on the features present in an ontology different
similarity measures qualify to be applied. We chose the mea-
sure presented in (Resnik, 1999), as a prominent feature of
our ontology are taxonomic relations between concepts. An
advantage of the used measure (opposed to the shortest path
measure) is that it tries to address one of the typical prob-
lems of taxonomy-based approaches to similarity: Relations
in the taxonomy do not always represent a uniform (seman-
tic) distance. The more specific the hierarchy becomes the
more similar a child node is to its father node in the taxon-
omy. This situation is addressed in Resnik’s measure by the
introduction of the least common subsumer.

The Trento similarity measure.
The Trento7 similarity measure determines the similarity

between two concepts in an ontology based on the properties
(relations) in the ontology that are connecting the concepts.
Two concepts which are related by a property are considered
as similar. The more properties connect two concepts the
more similar the two concepts are considered.

For calculating the similarity between concepts based on
the properties connecting them a vector based similarity mea-
sure is used. Concepts are represented as vectors and prop-
erties are used as features of the concept vectors. Every re-
lation in the ontology is represented as a dimension in the
vector space spanned by the concept vectors. Every relation
in the ontology is represented as a dimension in the vector
space spanned by the concept vectors. The similarity be-
tween two vectors is calculated based on the cosine measure
(see equation 15). The cosine measure is a classic measure
in text retrieval. It calculates the similarity between two vec-
tors based on the angle between them. The more features
two vectors share the smaller the angle between them and
the more similar they are considered. By applying the co-
sine to the angle the similarity is represented by a value in
the interval of [0..1]. This measure is a symmetric similarity
measure.

The implementation of the measure presented here is
again based on the SimPack-Toolkit (Bernstein et al., 2005)
which provides means for representing classes as vectors and
the computation of the cosine measure between two vectors.
A procedure for filling the vectors was implemented building
upon the existing functionality.

Equation 14 shows the representation of a concept as vec-
tor which is used by the Trento measure. Equation 15 shows

the calculation of the semantic similarity based on the cosine
measure.

~c = (d1, d2, . . . , dn) (14)

With:

• ~c ... vector representing concept c
• dn ... n-th dimension of vector representing concept c
• n ... number of properties in the ontology8

• dn = 0 if concept c is neither domain nor range of prop-
erty n
• dn = 1 if concept c is domain or range (or both) of prop-

erty n

sim(c1, c2) = simcos(~c1, ~c2) =
~c1 · ~c2

|~c1| · |~c2|
(15)

With:

• c1 ... first concept
• c2 ... second concept
• ~c1 ... vector representing the first concept
• ~c2 ... vector representing the second concept
• simcos(~c1, ~c2) ... similarity between the two vectors ~c1

and ~c2 based on the cosine measure

This measure was chooses as an alternative to the mea-
sures based on the class hierarchy of the ontology (shortest
path, Resnik). Based on the properties of an ontology it ex-
ploits a different feature of the knowledge representation.

Text-based Similarity Measure Used

As similarity measure for textual documents we use an
asymmetric measure based on the vector space model im-
plemented in the open source search engine Lucene9. The
similarity between two documents is calculated as shown in
equation 16.

sim(d1, d2) = score(d125, d2) (16)

With:

• d1 ... document vector of the first document
• d2 ... document vector of the second document
• d125 ... document vector of the first document with

all term weights removed except the 25 highest terms
weights

d125 is used as query vector for the score-measure of Lucene.
For extracting the 25 terms with the highest weights, both
the document content and the document title are taken into

7 This measure was created during a research visit of the first
author at ITC-irst in Trento

8 in the used formalism for ontologies - OWL - properties are
not, as in object-oriented programming, parts of classes, but classes
are defined as domain and range of a property

9 http://lucene.apache.org/ (29.04.2008)
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account. The calculation of Lucene’s score is depicted in
equation 17.

score(q, d) =coord(q, d) · queryNorm(q)

·
∑
t in q

(t f (t in d) · id f (t)2 · t.getBoost() · norm(t, d))

(17)

With:

• q ... query vector
• d ... document vector
• coord(q, d) =

numberO f MatchingTerms
numberO f QueryTerms

• numberO f MatchingTerms ... number of terms in doc-
ument matching query
• numberO f QueryTerms ... number of terms in the

query
• queryNorm(q) ... normalization of the query vector,

Lucene default used
• t f (t in d) ... term frequency of current term in docu-

ment, Lucene default used
• id f (t) ... inverse document frequency of current term in

the document collection, Lucene default used
• t.getBoost() = t f (t in q) · id f (t)
• t f (t in q) ... term frequency of current term in query

• norm(t, d) =
1

√
(numberO f DocumentTerms)

• numberO f DocumentTerms ... number of terms in the
current document

Out of the various components that control the final score of
a document matching a query, coord(q, d) deserves special
attention because it has shown in practice to contribute much
to the final result. Thus, a document that matches the set of
query terms will be ranked higher than a document that only
contains a smaller subset of all input query terms. Another
important aspect of the scoring function is the document nor-
malization factor, norm(t, d). Documents that contain fewer
terms will yield a higher score than long documents. This
applies not only to the document content but also to the doc-
ument titles. Therefore, the similarity of the title terms con-
tributes more to the final score than the terms from the doc-
ument body. On the other hand, the t.getBoost() factor can
be ignored in our case because all query terms are weighted
equally.

A detailed and in-depth explanation of the vari-
ous parameters that can be used to adapt the behav-
ior of Lucene can be found in the Javadoc of the
org.apache.lucene.search.Similarity class.

Evaluation
In this section we describe the evaluation that we per-

formed. We introduce the evaluation measures, the queries
used for evaluation, we discuss how we collected relevance
judgments, and how the service configuration rankings are
obtained.

Semantic Web information retrieval and evaluation

At present information retrieval in the Semantic Web is an
inhomogeneous research field (c.f. (Scheir, Pammer, & Lind-
staedt, 2007). Although a good amount of approaches does
exist, different information is used for the retrieval process,
different input is accepted and different output is produced.
This makes it difficult to define generally applicable rules for
the evaluation of an information retrieval system for the Se-
mantic Web and to create a test collection for this application
area of information retrieval.

The present approach to retrieval on the Semantic Web is
different from current attempts to retrieval: (1) the seman-
tic information present in an ontology is taken into account
for retrieval purpose; (2) the query to the retrieval service
is formulated by a set of concepts stemming from an ontol-
ogy as opposed to a set of terms (words) as typically used in
the context of search engines. As we are not aware of any
standard test corpora for the evaluation of an information re-
trieval service for the Semantic Web we have created our own
evaluation environment.

The test corpus

A major obstacle for readily evaluating Semantic Web
technology based information retrieval systems is the ab-
sence of standardized test corpora as they exist for text-based
information retrieval. We are unaware of any standard text-
retrieval corpora for evaluating a service with characteristics
similar to ours. In our attempt to use a standard corpus we
considered treating the ontological concepts used for query-
ing our retrieval service equivalent to query terms of a text-
retrieval system. In order to do so, we would have needed
some semantic structure relating the terms contained in the
documents equivalent to our ontology which defines rela-
tions between concepts. For this task we could have used a
standard thesaurus. But, since thesauri are structured differ-
ently to our original RESCUE ontology (and therefore dif-
ferent similarity measures had to be applied to it), this would
have led us to evaluating a service with different properties
than our original one.

We also considered the INEX10 test collection for evalu-
ating our service. INEX provides a document collection of
XML documents which would have provided us with textual
data associated with XML structure information. Unfortu-
nately, again an ontology relating the metadata used as XML
markup is unavailable. This would have prevented us from
employing (and evaluating) the functionality provided by the
query expansion technique, which is based on the ontology.

Due to these considerations we have built our own test
corpus based on the data available in the first release of
the APOSDLE system (Lindstaedt & Mayer, 2006). As
discussed above, the first version of APOSDLE was built for
the domain of Requirements Engineering (specifically RES-
CUE). The RESCUE domain ontology and the RECSUE
document base together provide the knowledge base. The

10 http://inex.is.informatik.uni-duisburg.de/
(29.04.2008)
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domain ontology consists of 70 concepts, 21 of which are
used to annotate documents. The document base consists of
1016 documents, 496 documents of which are annotated with
one or more concepts from the knowledge base. As these
numbers show, the APOSDLE project provides a typical
example of scarce annotation: only parts of the ontology
are used for annotation and only parts of the documents are
annotated. This setting illustrates the coverage problematic
as discussed in the introduction. It prompts us to employ
techniques from soft computing appropriate to finding
relevant resources which were not originally annotated
with concepts from the domain ontology. In its size our
test collection is comparable to test collections from early
information retrieval experiments as the Cranfield or the
CACM collections11.

Measures used for evaluation
The central problem in using classic IR measures as re-

call or mean average precision is that they require complete
relevance judgments, which means that every document is
judged against every query (Buckley & Voorhees, 2004).
Fuhr (2006) notices that recall can not be determined pre-
cisely with reasonable effort. Finally Carterette, Allan, and
Sitaraman (2006) states that: Building sets large enough for
evaluation of realworld implementations is at best inefficient,
at worst infeasible.

Therefore we opted for using evaluation measures that do
not require hat every document is judged against every query.
We decided for using precision (P) at rank 10, 20 and 30.
In addition we made use of infAP (Yilmaz & Aslam, 2006)
which approximates the value of average precision (AP) us-
ing random sampling.

For calculating the evaluation scores we have used the
trec eval12 package, which origins from the Text REtrieval
Conference (TREC) and allows for calculating a large num-
ber of standard measures for information retrieval system
evaluation.

Queries used for evaluation
The queries that were used for the evaluation of the service

are formed by sets of concepts.
The first version of the APOSDLE system presents re-

sources to knowledge workers to allow them to acquire a
certain competency. To realize search for resources that are
appropriate to build up a certain competency, competencies
are represented by sets of concepts from the domain ontol-
ogy. These sets are used as queries for the search for re-
sources. For the evaluation of the APOSDLE system all dis-
tinct sets of concepts representing competencies13 were used
as queries. In addition all concepts from the domain model
not already present in the set of queries were used for evalu-
ation purposes.

Collecting relevance judgments
12 different service configurations were tested and com-

pared against each other based on the chosen evaluation mea-

sures. 79 distinct queries were used to query every ser-
vice configuration. Queries were formed by sets of concepts
stemming from the domain ontology.

For every query and service configuration the first 30 re-
sults were stored in a database table, with one row for ev-
ery query-document pair. Query-document pairs returned
by more than one service configuration were stored only
once. The query-document pairs stored in the database-table
were then judged manually by a human assessor. All query-
document pairs were judged by the same person. The asses-
sor was not involved in defining the competency to concept
mappings uses as queries.

After relevance judgment, both, the results obtained by
the different service configurations and the global relevance
judgments have been stored into text files in a format appro-
priate for the trec eval program. We then calculated the
P(10), P(20), (P30) and infAP scores for the different service
configurations.

The obtained service configuration ranking

Table 1 shows the calculated P(10), P(20), (P30) and in-
fAP scores for the 12 different service configurations. The
columns SemSim, TxtSim indicate whether semantic simi-
larity or text-based similarity was used for the search. In
addition, in column SemSim the name of the used semantic
similarity measure is given. This can be the Shortest Path
measure, the measure of Resnik, and the Trento Vector mea-
sure. All three measures are presented in section Semantic
Similarity Measures Used. The value in brackets in col-
umn SemSim represent the threshold which is used for as-
sociative search. Shortest Path (> 0.4) stands for the Short-
est Path measure from section Semantic Similarity Measures
Used with a threshold of 0.4. This means that for associa-
tive search only concepts with a semantic similarity higher
than 0.4 to the current concept from the query are taken into
account. The thresholds used have been determined empiri-
cally.

Configuration 1 (conf 1) is the baseline configuration of
our service, i.e. all other configurations are compared against
it. The results delivered by this configuration are comparable
to the use of a query language as SPARQL combined with
an idf-based ranking (based on documents annotated with
concepts) and no associative retrieval techniques used. Ex-
actly those documents are retrieved that are annotated with
the concepts present in the query.

All other configurations take semantic and/or textual sim-
ilarity into account. While semantic similarity is used to
extend the query set and thus indirectly extends the result
set, textual similarity directly focuses on an extension of the
result set. Configurations 3 to 12 perform query expansion
based on semantic similarity calculated with one of mea-
sure presented in previous section Parametrization of the

11 http://www.dcs.gla.ac.uk/idom/ir resources/
test collections/ (29.04.2008)

12 http://trec.nist.gov/trec eval/ (29.04.2008)
13 Different competencies can be represented by the same con-

cepts.
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Table 1
Evaluation scores of service configurations calculated using P(10), P(20), P(30) and infAP
Conf. SemSim TxtSim P(10) P(20) P(30) infAP
conf 1 No No 0.2481 0.2089 0.1726 0.1523
conf 2 No Yes 0.3127 0.2823 0.2540 0.2706
conf 3 Shortest Path (> 0.4) No 0.3177 0.2620 0.2122 0.2029
conf 4 Resnik (> 0.5) No 0.3228 0.2646 0.2156 0.2134
conf 5 Resnik (> 0.7) No 0.3177 0.2620 0.2122 0.2029
conf 6 Trento Vector (> 0.1) No 0.2772 0.2259 0.1907 0.1809
conf 7 Trento Vector (> 0.4) No 0.2608 0.2228 0.1865 0.1687
conf 8 Shortest Path (> 0.4) Yes 0.3962 0.3544 0.3135 0.3552
conf 9 Resnik (> 0.5) Yes 0.3886 0.3456 0.3089 0.3502

conf 10 Resnik (> 0.7) Yes 0.3962 0.3544 0.3135 0.3551
conf 11 Trento Vector (> 0.1) Yes 0.3785 0.3278 0.2928 0.3432
conf 12 Trento Vector (> 0.4) Yes 0.3367 0.2962 0.2679 0.3017

Retrieval Model. Configurations 2 and 8 to 12 perform re-
sult expansion based on textual similarity calculated with the
measure presented in previous section Parametrization of the
Retrieval Model.

All associative search approaches employing semantic
similarity (configurations 3 to 7), text-based similarity (con-
figuration 2) or both (configurations 8 to 12) increase re-
trieval performance compared to the baseline (configuration
1). Additional relevant documents are found which are not
annotated with the concepts used to query the service. With
each of these configurations additional relevant documents
are found, which would not have been found using the ba-
sic search functionality, as they are not annotated with the
concepts that were used to query the service.

Table 2 shows the service configuration ranking based on
the obtained evaluation scores of the measures P(10), P(20),
P(30) and infAP. Those configurations returned by the ma-
jority of measures are marked bold.

Figure 4 shows the retrieval effectiveness of the evaluated
service configuration based on the measures infAP, P(10),
P(20) and P(30) side to side. A higher bar corresponds to
higher retrieval effectiveness. The configuration with the
highest retrieval effectiveness is placed on the left hand side
of the chart. The ranking (left to right) of the service con-
figurations in figure 4 was performed according the infAP
measure.

Discussion of service configuration ranking

All configurations using textual similarity lead to higher
retrieval effectiveness than the respective configurations not
using textual similarity (but employing the same semantic
similarity measure). We belief that one reason for this is that
textual similarity is a well explored tool, that can be used
efficiently and rather independent of the application domain.
Another even more important reason for the success of the
textual similarity measure is the way it is currently employed
in our service: The documents are retrieved using quality
assured semantic annotations. This means, that for a given

query either no resources will be retrieved (if no annotations
are present) or documents will be retrieved that are of high
relevance to the concepts in the query. This is an ideal set-
ting for result set expansion as highly relevant documents
will be used to identify additional relevant documents based
on term cooccurrences (this is the way the vector space based
similarity measure described in section Text-based Similarity
Measure Used works). The presented approach to result set
expansion would fail if lots of noise (i.e. irrelevant results) is
in the result set. This situation could occur in our setting if:
(1) faulty semantic annotations are present, (2) an incorrect
measure for semantic similarity is used, or (3) the threshold
for semantic similarity is too low, which results in semanti-
cally broadening the query too much.

Conf 2 does not employ a measure for semantic similarity
but only one for textual similarity. This configuration per-
forms better than any of the configurations that only make
use of semantic similarity. Again we see the way textual
similarity is applied in our service as a reason for this situa-
tion: By exclusively using textual similarity the result set can
be extended from a pool of 1016 documents (all documents
in the document base are retrievable via textual similarity),
while by exclusively using semantic similarity a smaller pool
of 496 documents exists (the documents semantically anno-
tated and thus retrievable giving a concept).

Of all tested configuration that make use of semantic
similarity, those configurations employing the Trento Vector
measure perform worst1415. We see the reason for this in the
combination of the ontology we have used for testing with
the algorithms used for determining semantic similarity. We
assume that the Trento Vector measure least fits the way the

14 Note that the Trento Vector measure is fundamentally different
from the two path based measures Shortest Path and Resnik, c.f.
section Semantic Similarity Measures Used.

15 Interestingly for the second prototype of the APOSDLE sys-
tem, which makes use of different ontologies than the first proto-
type, the Trento Vector measure seems to provide the most benefit
in combination with one of the new ontologies.
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Table 2
Ranking of service configurations based on P(10), P(20), P(30) and infAP. Configuration returned by the majority of measures
marked bold

Rank P(10) P(20) P(30) infAP
1 (best) conf 8, conf 10 conf 8, conf 10 conf 8, conf 10 conf 8

2 conf 10
3 conf 9 conf 9 conf 9 conf 9
4 conf 11 conf 11 conf 11 conf 11
5 conf 12 conf 12 conf 12 conf 12
6 conf 4 conf 2 conf 2 conf 2
7 conf 5, conf 3 conf 4 conf 4 conf 4
8 conf 5, conf 3 conf 5, conf 3 conf 5, conf 3
9 conf 2
10 conf 6 conf 6 conf 6 conf 6
11 conf 7 conf 7 conf 7 conf 7

12 (worst) conf 1 conf 1 conf 1 conf 1
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Figure 4. Retrieval effectiveness of the evaluated configurations

ontology was modeled. Investigating this issue we thought
of two potential problems occurring by the combination of
the ontology currently used and the Trento Vector algorithm:
(1) The ontology contains fewer properties than hierarchical
relations, which entails that with the Trento Vector measure
for fewer concepts associated concepts can be found than
with the path-based measures. (2) Ontological properties in
general have a lower semantic similarity than hierarchical re-
lations. For the ontology given we expect (2) to be the reason
for the lower performance of the measure. We have analyzed
the structure of the concept layer of the associative network
and found that for the Trento Vector measure 63 edges with
a weight higher than 0.1 are available (these are the edges
used for query expansion). For the measure of Resnik 173

edges with a weight higher than 0.5 are available. For the
Shortest Path measure 67 edges with a weight higher than
0.4 are available. Although for the configurations using the
Trento Vector measure almost the same number of edges are
available for query expansion as for the configurations using
the Shortest Path measure the Shortest Path measure did per-
form better in our evaluation. Therefore we do not think of
(1) to be the reason for the lower performance of the Trento
Vector measure.

Finally it has to be noted that those configuration that em-
ploy both, semantic similarity and textual similarity (i.e. con-
figurations 8 to 12) perform best.
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Discussion of the performed evaluation

We now discuss the evaluation measures used and why
we think that the amount of relevance judgments collected is
sufficient for a proper evaluation of our service.

P(10), P(20) and P(30). Buckley and Voorhees (2000)
evaluate the stability of evaluation measures. They calcu-
late the error rate of measures based on the number of errors
occurring whilst comparing two systems using a certain mea-
sure. They divide the number of errors by the total number of
possible comparisons between two different systems. Based
on previous research they state that an error rate of 2.9% is
minimally acceptable. They find that P(30) exactly reaches
this error rate of 2.9% in their experiment with 50 queries
used. Finally they suggest that the amount of queries should
be increased for P(n) measures, where n < 30. And suggest
that 100 queries would be safe if the measure P(20) is used.

We performed our experiment with 79 distinct queries and
used the measures P(10), P(20) and P(30). Following the re-
sults of Buckley and Voorhees (2000) the size of our query
set should be appropriate for P(30). We are fortified in this
assumption as the ranking of the 12 service configurations is
identical for P(20), P(30) and infAP.

infAP. The Trec 8 Ad-Hoc collection consists of 528,155
documents and 50 queries which make a total amount of
26,407,750 possible relevance judgments. 86830 query-
document relevance pairs are actually judged. This set of
pairs is created by depth-100 pooling of 129 runs. Therefore
0.33% of the possible relevance judgments are performed.

Our collection consists of 1026 documents and 79 queries,
which results in a total of 81,054 possible relevance judg-
ments. This set of pairs is created by depth-30 pooling of
12 runs and 855 additional relevance judgments that were
performed for runs that were not part of the experiment.
2787 query document pairs were actually judged. Therefore
3.44% of all possible relevance judgments were performed.

The depth-100 pool for the 12 evaluated runs would con-
sist of 5393 query-document pairs16. As we judged 2787
query-document pairs, we judged 51.68% of our potential
depth-100 pool. Yilmaz and Aslam (2006) report a Kendall’s
tau based rank correlation of above 0.9 between infAP and
AP with as little as 25% of the maximum possible relevance
judgments of the depth-100 pool of the Trec 8 Ad-Hoc col-
lection. They consider two rankings with a rank correlation
of above 0.9 as equivalent.

With 51.68% of our potential depth-100 pool judged, we
are confident that the infAP measure produces an estimation
sufficiently accurate. Again our confidence in the results of
infAP is assured by the equivalence of the ranking of the 12
service configurations for P(20), P(30) and infAP.

Conclusions and Future Work

We have presented an information retrieval model for the
Semantic Web and an implementation of the model as ser-
vice within the APOSDLE system. Both the model and its
implementation rely on techniques from soft computing. We

have evaluated the presented service using standard measures
for information retrieval system evaluation. As classic mea-
sures for evaluation as recall and average precision require
that every document is judged for every query we have cho-
sen precision at ranks 10, 20 and 30 as evaluation measures.
In addition we made use of the random sampling approach
performed by the infAP measure. Following recent works
(Buckley & Voorhees, 2004) (Yilmaz & Aslam, 2006) in in-
formation retrieval system evaluation we are confident that
our chosen approach reflects the actual relation between the
service configurations as the ranking of the service configu-
rations remains identical for the measures P(20), P(30) and
infAP.

Our experiments encourage us, that the application of as-
sociative retrieval techniques to information retrieval on the
Semantic Web is an adequate strategy. We tend to conclude
that text-based methods for associative retrieval result in a
higher increase in retrieval performance, therefore we want
to explore the approach of attaching a set of terms to ev-
ery concept in our domain ontology during modeling time
to provide search results even for concepts that are not used
for annotation. In addition we want to extend our research
towards the application of different semantic similarity mea-
sures within our service. A key research question for the
future is the appropriate selection of similarity measures for
given ontologies. Therefore further experiments with differ-
ent ontologies than the one used have to be conducted.
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